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Abstract

Objectives: To design and implement a real world application
using a terminology server to assist patients and physicians who
use common language search terms to find specialist physicians
with a particular clinical expertise. Method: Terminology serv-
ers have been developed to help users encoding of information
using complicated structured vocabulary during data entry
tasks, such as recording clinical information. We describe a
methodology using Personal Health Terminology™ and a
SNOMED® CT-based hierarchical concept server. Results:
Construction of a pilot mediated-search engine to assist users
who use vernacular speech in querying data which is more tech-
nical than vernacular. Conclusion: This approach, which com-
bines theoretical and practical requirements, provides a useful
example of concept-based searching for physician referrals.
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Introduction 
Computers require a standard, normalized nomenclature and
classification system if they are to manipulate concepts mean-
ingfully. The problem of medical terminology and medical clas-
sification long predates computers and medical informatics. A
wide variety of clinical, administrative, regulatory, and technical
demands have lead to greater emphasis on the creation of ever
more specific and systematic terminologies. With the advent of
new technology informaticians have had to face the fact that, as
Christopher G. Chute modestly points out, “health concept de-
scription is actually quite hard.” [1]
Comprehensive clinical classifications are now so sophisticated
that only a computer can practically represent and manage their
complexity. Chute et al [2]  argue that an ideal terminology must
have “consistency of view”, “non-redundancy”, and should be
“free of context.” Encoding and decoding to and from vernacular
to the structured terminology is equally necessary if the termi-
nology is to be useful.  
The “terminology problem” is therefore three problems: 1) the
creation of a standard terminology, 2) the development of tech-
niques for encoding or indexing information as it is stored using

the terminology, and 3) translating queries so that real world
questions can be answered using the structured data. Most effort
to date has focused on the first two problems. Terminology serv-
ers have been shown to be relatively reliable methods for con-
verting variable “local” parlance into large-scale standardized
terminologies. [3]
In theory, querying a standardized database should be easy.
Once the data is codified, it should be relatively straightforward
to query because the coding system is knowable. However, in
the application of this theory an obvious problem arises; while
the coding system is knowable, it typically is not known. Termi-
nology servers leave clinicians free to speak and write as they
normally would while querying clinical information using stan-
dardized terminologies [4][5]. 
With a concept-based terminology, computers can access and
manipulate data in ways equal to or often far superior to human
proxies. For example, the power and utility of conceptual based
terminology mapping to web searching was well demonstrated
by Elkin et al. [6]  who showed how medical content could be
more efficiently searched and served using an automated con-
ceptual mapping tool. Kanter et al. [7]  demonstrated how clini-
cal concepts could automate searching of electronic content at
the point of care.
Now consider the real world problem of a patient searching for
a physician to treat “lower back pain”. S/he asks a computer to
deliver a consistent, non-redundant, answer without entering the
context. The pre-technical solution was for the patient to see a
primary care physician. This “gate keeper” had context and the
implicit permission to use subjectivity to resolve the inherent
ambiguities in the problem. In the contemporary world of man-
aged care, physician panel restrictions, direct to consumer adver-
tising, and a general increase in consumer driven health care the
need for new methods of matching providers with patients has
expanded. Patients and referring providers increasingly look to
the Internet to find medical expertise.
However, most sites and search engines lack the lexical sophis-
tication to match patient requests with physicians' areas of inter-
est unless there is a direct match. For example, unless the search
is conceptual, a patient searching for an AIDS expert may not
find a physician who only lists an interest in HIV. From May to
July 2003 we conducted a survey of 93 metropolitan New York
City medical center web sites and found that not one had a con-
ceptual based search tool. 
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Similarly, patients searching for specific medical information
will only find data that is linked by whatever hierarchy or con-
ceptual model the specific engine utilizes. General-purpose
search engines have accounted for this in a variety of ways such
as link history and keywords [8]. While these strategies work in
part when faced with the whole scope of the Internet, they are not
specific enough to search an individual medical site with either
the necessary breadth or precision demanded of a medical con-
text. It also may fail pedagogically to lead patients where we
want them to go. For example, a search engine that uses linkage
statistics like Google® is easily diverted by non-medical hom-
onyms.  What is needed is a medical vernacular to technical ter-
minology server with applicability to query generation rather
than data storage. 
Leroy and Chen [9] have approached this problem by providing
lay users with a “medical concept mapper.” This helps the users
learn the correct terms to search against. Solbring et al. [10] have
explicitly tested the use of synonyms and synonym clusters as
extensions to reference terminologies as a technique for optimiz-
ing query recalls despite the use of vernacular terms. We attempt
to build on this theoretical foundation in a real world application.
A few key differences in our approach are worth noting. First,
unlike Leroy and Chen who are facilitating more complex
searches than we support, we attempt to shield the user from the
terminology as much as possible. Second, we are explicitly
building a real world application so certain theoretical purities
had to yield to pragmatic design requirements. We present this
work as applied informatics rather than as theoretical work. As
such, we will focus as much on practical considerations as theo-
retical concepts. This paper describes our attempts to build and
pilot a terminology server-driven search system for a medical
web site.

Methods
Weill Cornell has used its public web site as a real world labora-
tory to develop and test a concept based search engine.  The Phy-
sician Organization Profile System (POPS) is a web-based
application that allows practice administrators to develop and
maintain physician profiles for display on the www.CornellPhy-
sicians.com web site.  
The driving force behind this project is that consumers searching
Internet sites expect to select from possible hits based upon cri-
teria they provide; not based upon limited criteria presented to
them.  Note, however, that this is not intended to help users
search the entire web but simply one medical site. Broader med-
ical searches of the web require a very different approach such
as the HelpfulMed project, described by Chen et al. [11] or
Health Search described by Kanter et al [12].  
Our goal for the pilot was two-fold: 

1. To develop a terminology server-driven search engine
that allows users, namely patients and referring provid-
ers, to find a physician based upon free-text entry, which
is parsed and matched to our physician profiles. 

2. To develop an administrative interface for maintaining
the underlying lexicon, term associations, and display
order/precedence logic. 

The innovations required to accomplish these goals were two-
fold. First, it required mapping of a vernacular medical lexicon
with a database of physician expertise and medical content that
uses technical concepts. This allows physicians and consumers
to each use their own vocabulary and still find one another on the
web. Second, due to practical considerations the physician data-
base needed to be as self-describing and self-maintaining as pos-
sible. This pragmatic requirement ensures that the site will
remain accurate and up to date with minimal overhead costs.
This is essential if the tool is to be affordable and applicable to a
wide variety of medical sites and institutions.

Definitions of Areas of Interest
Patients seek physicians with expertise in specific topics and
may differentiate the level of expertise. For a rare disease or
complex condition they may ask for the world’s expert or seek
participation in a clinical trial. For a more common disorder,
they may look for a local expert with strong clinical experience
without regard to his/her academic standing. We define all these
levels of specialization as “Areas of Interest”; the symptoms
(e.g. heartburn), syndromes and diseases (e.g. diabetes), proce-
dures (e.g. endoscopy), and expert services (e.g. child custody)
that a provider is known for professionally. We further classify
these areas on interest into three overlapping categories: 
Personal Sub-Specialization - This may be relatively obscure
and highly specific. But it is also what is most likely to differen-
tiate a specific physician from their peers in the community. Ex-
amples:  Dr. Y. is a general surgeon who is world famous for
burns. Dr. D. spends much of his time reading echocardiograms
but he is best known for his expertise in Marfan’s syndrome.
Sources of this information include the physicians’ published re-
search, their staff, and the physicians themselves. 
Core Specialization - This is the “bread and butter” expertise of
any given physician. In the example above, Dr. D.’s expertise in
echocardiography would fall here. Operationally, these data can
be approximated by looking at billing data though confirmation
is needed by the physicians and their staff. 
Basic Competency  - This is the general domain of the physi-
cian’s specialty and sub-specialty. Any internist can treat diabe-
tes. Any general surgeon can perform an appendectomy. For the
purpose of the search tool, these data can be derived from a stan-
dard ontology or medical knowledgebase. 
This classification was necessary due to the lack of context in-
herent in real world queries. The search engine could prioritize
these levels and returns results accordingly.  Without this classi-
fication a conceptual based search could still work but some oth-
er arrangement would still be required to determine the display
order of results. This particular system has the advantage of be-
ing relatively easy to implement due to the use of easily acquired
data (such as billing records). 

Use Case
The primary use case is that a consumer searches the web to find
a physician with specific expertise. The search returns the links
to the web page of a faculty member with a special interest in the
topic requested. 
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Figure 1 -  Schematic of Vernacular Concept-based Search
There are five main tasks in accomplishing this:
1. Parsing user input to determine the area of interest, 
2. Lexical expansion of area of interest, 
3. Concept expansion of area of interest, 
4. Linking of expanded search term to Cornell faculty 

member’s area of interest, 
5. Refining the resulting search based on user input. 

Example
A patient is moving to the area and has a relatively common ge-
netic blood disease, hemochromatosis. He knows that he will
need a specialist to treat his condition so he visits our web site
and enters “hemochrometosis” into our search. The search en-
gine should first recognize that the patient mistakenly misspelled
the condition. 
In this example we have no specialists who have listed hemo-
chromatosis as their sub-specialty. However, via ontological as-
sociation, the search engine identifies hemochromatosis as a
genetic or metabolic disease of the liver. A specialist who deals
with diseases such as Wilson’s Disease or hemochromatosis
might have flagged metabolic disease of the liver as one of his/
her core specialization. The search engine would then identify
this specialist and provide a link to that personalized web page. 

Design Requirements
Chute et al.[4] have defined the desiderata of a clinical terminol-
ogy server, as distinct from a terminology development server.
He focuses on the necessary and desired functions that facilitate
term entry by clinical users. These “data entry” requirements in-
clude word normalization and spelling correction as well as
more complex lexical functions such as term completion and
conceptual decomposition.  The use case of operational clini-

cians entering data is similar to, but also somewhat the converse
of, a patient (or physician) asking a question of that data.  We di-
vide these “desiderata” into two classes; User Input Parsing and
Concept Mapping. 

User Input Parsing
Free-text entry - The user should be allowed to enter free-text
search criteria. Users may be required to select from a list of oth-
er criteria where we can assume that s/he has “domain expertise”
(such as insurance plan). 
Misspellings - The most common problems among health-relat-
ed web sites are misspellings; the search engine should correct
or provide suggestions for common misspellings. 
Conceptual relationships - The search engine should match the
entered criteria with conceptually similar terms.  For example, a
search for HIV should additionally return physicians with AIDS-
related expertise. 
Logical Operators - The search engine should recognize and ac-
cept English Boolean operators such as “and” and “or.” For re-
finement of the search “not” is desirable. 
Word Normalization - The search engine should account for lex-
ical variants, dual terms, and other foreseeable term variations.
Examples include “MRI” vs. “M.R.I.”; “Dentistry, General” vs.
“General Dentistry”; “Birth/Pregnancy” vs. “Birth and Pregnan-
cy”. 

Conceptual Mapping
Lexical Expansion - Iterative lexical expansion of expanded con-
cepts is necessary to enhance mapping to standard terms. 
Conceptual Expansion - There are several possibilities for the
concept expansion.  SNOMED® CT is becoming a standard for
reference terminology and was used in our pilot.
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Figure 2 -  POPS Provider Search Results

®
For example the area of interest “Diagnostic Radiology” could
be lexically expanded to “Diagnostic Imaging” which would
subsume concepts for MRI, CT, X-ray etc.  
Computer science and medical lexicons were used to respond to
these problems. IMO Personal Health Terminology™ (PHT) is
a medical lexicon containing both provider and patient descrip-
tions for medical concepts. IMO PHT is mapped to several stan-
dardized vocabularies including ICD-9, UMLS, MeSH and
SNOMED® CT. IMO Health Search is a web portal which does
parsing, stemming and phonetic search string matching [7]. In
this project, Health Search takes the query string and maps it to
PHT which then provides links to SNOMED®  concepts. 

 Figure 3: IMO ADM showing SNOMED Relationships

For the Weill Cornell physicians, a similar mapping was used to
assign SNOMED®  concepts to their areas of interest. An exist-
ing flat, non-heirarchical, non-conceptual database of POPS “ar-
eas of interest” was manually mapped to SNOMED®. An
interface for physicians to select their areas of interest was de-
veloped to allow physicians to identify their expertise prospec-
tively using these areas of interest. They could also manually

assign SNOMED  concepts if the mapping table was incom-
plete. 

Results 
The pilot application meets the requirements outlined above by
integrating IMO Health Search, Personal Health Terminology, a
SNOMED-based vocabulary server, and the POPS database.  It
works in the following manner (shown  in Figure 1):

• A user enters a search term (1) into a search box or
advanced search page on the Cornell/Weill website. 

• The search term is sent to the IMO Health Search Portal
(2), where the search is performed against the IMO Per-
sonal Health Terminology (PHT). 

• If the search matches a PHT term, its SNOMED® codes
(acquired through a PHT-SNOMED map) are sent via a
portal string to an ADM database search page (3). 

• If the search term is not found in the IMO PHT vocabu-
lary, the entire search string is passed to the ADM data-
base search engine where a Boolean search will be
performed. This search goes against IMO’s enhanced
SNOMED® CT word index, which includes all synonym
and lexical variants for each SNOMED®  CT concept. 

• The database maintains the link between POPS physi-
cians and their SNOMED-coded areas of interest. 

• The ADM terminology server will recursively query the
SNOMED® concept hierarchy/graph until it finds physi-
cians with appropriate specified areas of interest.

• Search results (Physician name, specialty, unique identi-
fier) are displayed on the ADM Search page. The results
are ordered based on what specialization classification
the match came from with personal sub-specialization
higher than basic competency. The results will contain
links to existing POPS physician pages hosted on the
Cornell Network (4) (See Figure 2). 
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Discussion 
SNOMED® CT  “provides a “common language that enables a
consistent way of capturing, sharing and aggregating health data
across specialties and sites of care.” The SNOMED® CT data
structure is highly granular and contains 344,000 unique medical
concepts.  The content also includes 913,000 descriptions and
synonyms.
All of the concepts are arranged in a hierarchical structure
through a table of IS-A relationships [13,14].  Concepts may
have and often do have multiple IS-A relationships.  For exam-
ple ‘breast neoplasm is a disease of  breast” and “breast neo-
plasm is a neoplastic disease.” Navigating the hierarchical tree
dynamically can pose problems for developers or users wishing
to query a SNOMED-encoded database.  
IMO® Adaptive Data Manager™ was developed to support the
storage and retrieval of complex relationships within an
RDBMS.  The model creates a conceptual layer which allows us-
ers to model directed graph relationships while maintaining ba-
sic hierarchical relationships understood and required in any
medical data application. The directed graph allows for con-
structing complex interrelationships among database elements
while maintaining source data in their original and intended
form.  Using ADM as a vocabulary server allows for the man-
agement of terminologies from multiple sources.
ADM allows for navigation “up” and “down” the tree.  Exam-
ples of hierarchical query methodology using SNOMED have
been published previously [15]. In this project, each area of phy-
sician interest is linked to one or more SNOMED® CT con-
cept(s). Taking advantage of a metadata architecture running on
Oracle®, the entire SNOMED® CT structure has been repre-
sented within the database as a navigable graph.  (See Figure 3)
If a user queries for a concept which has no link to an appropriate
physician,  a recursive database query navigates the SNOMED
“tree” to find the closest ancestor SNOMED® CT concept
which has a linked physician.  In the case of SNOMED® CT
concepts with multiple parents, each parent’s ancestor is evalu-
ated for linked physicians and all concepts with an appropriate
physician are returned.
This pilot project has demonstrated how a concept-based termi-
nology server combined with a standardized vocabulary with
consumer terms can help patients find physicians with particular
clinical expertise. This appears to be the first published use of
the SNOMED® CT vocabulary as an interactive terminology
server for the purpose of concept-based searching. Further elab-
oration of the administration methodology and customizations to
the search engine is expected.
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